


1 Introduction

Multiple forecasts of the same variable are often available to decision makers. This could

reflect differences in forecasters’ subjective judgements due to heterogeneity in their informa-

tion sets in the presence of private information or due to differences in modelling approaches.

In the latter case, two forecasters may well arrive at very different views depending on the

maintained assumptions underlying their forecasting models, e.g. constant versus time-

varying parameters, linear versus non-linear forecasting models, etc.

Faced with multiple forecasts of the same variable, an issue that immediately arises is

how best to exploit information in the individual forecasts. In particular, should a single

dominant forecast be identified or should a combination of the underlying forecasts be used

to produce a pooled summary measure? From a theoretical perspective, unless one can

identify ex ante a particular forecasting model that generates smaller forecast errors than its

competitors (and whose forecast errors cannot be hedged by other models’ forecast errors),

forecast combinations offer diversification gains that make it attractive to combine individual

forecasts rather than relying on forecasts from a single model. Even if the best model could

be identified at each point in time, combination may still be an attractive strategy due to

diversification gains, although its success will depend on how well the combination weights

can be determined.

Forecast combinations have been used successfully in empirical work in such diverse areas

as forecasting Gross National Product, currency market volatility, inflation, money supply,

stock prices, meteorological data, city populations, outcomes of football games, wilderness

area use, check volume and political risks, c.f. Clemen (1989). Summarizing the simula-

tion and empirical evidence in the literature on forecast combinations, Clemen (1989, page

559) writes “The results have been virtually unanimous: combining multiple forecasts leads

to increased forecast accuracy.... in many cases one can make dramatic performance im-

provements by simply averaging the forecasts.” More recently, Makridakis and Hibon (2000)

conducted the so-called M3-competition which involved forecasting 3003 time series and

concluded (p. 458) “The accuracy of the combination of various methods outperforms,

on average, the specific methods being combined and does well in comparison with other
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to choose ŷ2 over ŷ1 in isolation, it is easy to construct examples where some combination of

ŷ1 and ŷ2 generates a smaller expected loss than that produced using ŷ1 alone.

A second reason for using forecast combinations referred to by, inter alia, Figlewski

and Urich (1983), Kang (1986), Diebold and Pauly (1987), Makridakis (1989), Sessions and

Chatterjee (1989), Winkler (1989), Hendry and Clements (2002) and Aiolfi and Timmermann

(2004) and also thought of by Bates and Granger (1969), is that individual forecasts may

be very differently affected by structural breaks caused, for example, by institutional change

or technological developments. Some models may adapt quickly and will only temporarily

be affected by structural breaks, while others have parameters that only adjust very slowly

to new post-break data. The more data that is available after the most recent break, the

better one might expect stable, slowly adapting models to perform relative to fast adapting

ones as the parameters of the former are more precisely estimated. Conversely, if the data

window since the most recent break is short, the faster adapting models can be expected to

produce the best forecasting performance. Since it is typically difficult to detect structural

breaks in ‘real time’, it is plausible that on average, i.e., across periods with varying degrees

of stability, combinations of forecasts from models with different degrees of adaptability will

outperform forecasts from individual models. This intuition is confirmed in Pesaran and

Timmermann (2005).

A third and related reason for forecast combination is that individual forecasting models

may be subject to misspecification bias of unknown form, a point stressed particularly by

Clemen (1989), Makridakis (1989), Diebold and Lopez (1996) and Stock and Watson (2001,

2004). Even in a stationary world, the true data generating process is likely to be more

complex and of a much higher dimension than assumed by the most flexible and general

model entertained by a forecaster. Viewing forecasting models as local approximations, it

is implausible that the same model dominates all others at all points in time. Rather, the

best model may change over time in ways that can be difficult to track on the basis of past

forecasting performance. Combining forecasts across different models can be viewed as a way

to make the forecast more robust against such misspecification biases and measurement errors

in the data sets underlying the individual forecasts. Notice again the similarity to the classical
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portfolio diversification argument for risk reduction: Here the portfolio is the combination of

forecasts and the source of risk reflects incomplete information about the target variable and

model misspecification possibly due to non-stationarities in the underlying data generating

process.

A fourth argument for combination of forecasts is that the underlying forecasts may

be based on different loss functions. This argument holds even if the forecasters observe

the same information set. Suppose, for example, that forecaster A strongly dislikes large

negative forecast errors while forecaster B strongly dislikes large positive forecast errors.

In this case, forecaster A is likely to under-predict the variable of interest (so the forecast

error distribution is centered on a positive value), while forecaster B will over-predict it. If

the bias is constant over time, there is no need to average across different forecasts since

including a constant in the combination equation will pick up any unwanted bias. Suppose,

however, that the optimal amount of bias is proportional to the conditional variance of the

variable, as in Christoffersen and Diebold (1997) and Zellner (1986). Provided that the two

forecasters adopt a similar volatility model (which is not implausible since they are assumed

to share the same information set), a forecast user with a more symmetric loss function than

was used to construct the underlying forecasts could find a combination of the two forecasts

better than the individual ones.

Numerous arguments against using forecast combinations can also be advanced. Estima-

tion errors that contaminate the combination weights are known to be a serious problem for

many combination techniques especially when the sample size is small relative to the num-

ber of forecasts, c.f. Diebold and Pauly (1990), Elliott (2004) and Yang (2004). Although

non-stationarities in the underlying data generating process can be an argument for using

combinations, it can also lead to instabilities in the combination weights and lead to diffi-

culties in deriving a set of combination weights that performs well, c.f. Clemen and Winkler

(1986), Diebold and Pauly (1987), Figlewski and Urich (1983), Kang (1986) and Palm and

Zellner (1992). In situations where the information sets underlying the individual forecasts

are unobserved, most would agree that forecast combinations can add value. However, when

the full set of predictor variables used to construct different forecasts is observed by the
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a non-zero weight if and only if its optimal weight under MSE loss is non-zero. Conversely, if

elliptical symmetry fails to hold, then it is quite possible that a forecast may have a non-zero

weight under loss functions other than MSE loss but not under MSE loss and vice versa.

The latter case is likely to be most relevant empirically since studies using regime switching

models often find that, although the mean parameters may be constrained to be identical

across regimes, the variance-covariance parameters tend to be very different across regimes,

c.f., e.g. Guidolin and Timmermann (2005).

This example can be used to demonstrate that a forecast that adds value (in the sense

that it is uncorrelated with the outcome variable) only a small part of the time when other

forecasts break down, will be included in the optimal combination. We set all mean pa-

rameters equal to one, µy1 = µy2 = 1, µy1 = µy2 = ι, so bias can be ignored, while the

variance-covariance parameters are chosen as follows

σy1 = 3; σy2 = 1,

Σyy1 = 0.8× σ2y1 × I ; Σyy2 = 0.5× σ2y2 × I

σyy1 = σy1 ×
q
diag(Σyy1)¯

µ
0.9

0.2

¶
,

σyy2 = σy2 ×
q
diag(Σyy2)¯

µ
0.0

0.8

¶
,

where ¯ is the Hadamard or element by element multiplication operator.

In Table 1 we show the optimal weight on the two forecasts as a function of p for two

different values of a, namely a = 1, corresponding to strongly asymmetric loss, and a = 0.1,

representing less asymmetric loss. When p = 0.05 and a = 1 , so there is only a five percent

chance that the process is in state 1, the optimal weight on model 1 is 35%. This is lowered

to only 8% when the asymmetry parameter is reduced to a = 0.1. Hence the low probability

event has a greater effect on the optimal combination weights the higher the degree of

asymmetry in the loss function and the higher the variability of such events.
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provides for actual data can be debated, but regime shifts have been widely documented

for first and second moments of, inter alia, output growth, stock and bond returns, interest

rates and exchange rates.

Conversely, when combination weights have to be estimated, instability in the data gener-

ating process may cause underperformance relative to that of the best individual forecasting

model. Hence we can construct examples where combination is the dominant strategy in the

absence of breaks or other forms of non-stationarities, but becomes inferior in the presence

of breaks. This is likely to happen if the conditional distribution of the target variable given

a particular forecast is stationary, whereas the correlations between the forecasts changes.

In this case the combination weights will change but the individual models’ performance

remain the same.

3 Estimation

Forecast combinations, while appealing in theory, are at a disadvantage over a single forecast

model because they introduce parameter estimation error in cases where the combination

weights need to be estimated. This is an important point - so much so, that seemingly

suboptimal combination schemes such as equal-weighting have widely been found to dom-

inate combination methods that would be optimal in the absence of parameter estimation

errors. Finite-sample errors in the estimates of the combination weights can lead to poor

performance of combination schemes that dominate in large samples.7

3.1 To Combine or not to Combine

The first question to answer in the presence of multiple forecasts of the same variable is

whether or not to combine the forecasts or rather simply attempt to identify the single

7Yang (2004) demonstrates theoretically that linear forecast combinations can lead to far worse per-

formance than those from the best single forecasting model due to large variability in estimates of the

combination weights and proposes a range of recursive methods for updating the combination weights that

ensure that combinations achieve a performance similar to that of the best individual forecasting method up

to a constant penalty term and a proportionality factor.
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factor exposure (bi) within each group, this suggests that little is lost by pooling forecasts

within each cluster and ignoring correlations across clusters. In a subsequent step, sample

counterparts of the optimal combination weights for the grouped forecasts can be obtained

by least-squares estimation. In this way, far fewer combination weights (nf rather than N)

have to be estimated. This can be expected to decrease forecast errors and thus improve

forecasting performance.

Building on these ideas Aiolfi and Timmermann (2004) propose to sort forecasting models

into clusters using a K-mean clustering algorithm based on their past MSE performance.

As the previous argument suggests, one could alternatively base clustering on correlation

patterns among the forecast errors.10 Their method identifies K clusters. Let ŷkt+h,t be the

pk × 1 vector containing the subset of forecasts belonging to cluster k, k = 1, 2, ..,K. By

ordering the clusters such that the first cluster contains models with the lowest historical

MSE values, Aiolfi and Timmermann consider three separate strategies. The first simply

computes the average forecast across models in the cluster of previous best models:

ŷCPBt+h,t = (ι
0
p1
/p1)ŷ

1
t+h,t (43)

A second combination strategy identifies a small number of clusters, pools forecasts within

each cluster and then estimates optimal weights on these pooled predictions by least squares:

ŷCLSt+h,t =
KX
k=1

ω̂t+h,t,k

£
(ι0pk/pk)ŷ

k
t+h,t

¤
, (44)

where ω̂t+h,t,k are least-squares estimates of the optimal combination weights for the K

clusters. This strategy is likely to work well if the variation in forecasting performance within

each cluster is small relative to the variation in forecasting performance across clusters.

Finally, the third strategy pools forecasts within each cluster, estimates least squares

combination weights and then shrinks these towards equal weights in order to reduce the

effect of parameter estimation error

ŷCSWt+h,t =
KX
k=1

ŝt+h,t,k
£
(ι0pk/pk)ŷ

k
t+h,t

¤
,

10The two clustering methods will be similar if σFi varies significantly across factors and the factor exposure

vectors, bi, and error variances σ2εi are not too dissimilar across models. In this case forecast error variances

will tend to cluster around the factors that the various forecasting models are most exposed to.
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average forecast:

“1. Its weights are known and do not have to be estimated, an important advantage if

there is little evidence on the performance of individual forecasts or if the parameters of the

model generating the forecasts are time-varying;

2. In many situations a simple average of forecasts will achieve a substantial reduction

in variance and bias through averaging out individual bias;

3. It will often dominate, in terms of MSE, forecasts based on optimal weighting if proper

account is taken of the effect of sampling errors and model uncertainty on the estimates of

the weights.”

Despite the impressive empirical track record of equal-weighted forecast combinations

we stress that the theoretical justification for this method critically depends on the ratio

of forecast error variances not being too far away from unity. They also depend on the

correlation between forecast errors not varying too much across pairs of models. Consistent

with this, Gupta and Wilton (1987) find that the performance of equal weighted combinations

depends strongly on the relative size of the variance of the forecast errors associated with

different forecasting methods. When these are similar, equal weights perform well, while

when larger differences are observed, differential weighting of forecasts is generally required.

Another reason for the good average performance of equal-weighted forecast combina-

tions is related to model instability. If model instability is sufficiently important to render

precise estimation of combination weights nearly impossible, equal-weighting of forecasts

may become an attractive alternative as pointed out by Figlewski and Urich (1983), Clemen

and Winkler (1986), Kang (1986), Diebold and Pauly (1987) and Palm and Zellner (1992).

Results regarding the performance of equal-weighted forecast combinations may be sen-

sitive to the loss function underlying the problem. Elliott and Timmermann (2003) find

in an empirical application that the optimal weights in a combination of inflation survey

forecasts and forecasts from a simple autoregressive model strongly depend on the degree of

asymmetry in the loss function. In the absence of loss asymmetry, the autoregressive forecast

does not add much information. However, under asymmetric loss (in either direction), both

sets of forecasts appear to contain information and have non-zero weights in the combined
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forecast. Their application confirms the frequent finding that equal-weights outperform esti-

mated optimal weights under MSE loss. However, it also shows very clearly that this result

can be overturned under asymmetric loss where use of estimated optimal weights may lead

to smaller average losses out-of-sample.

7.2 Choosing the single forecast with the best track record is often

a bad idea

Many studies have found that combination dominates the best individual forecast in out-

of-sample forecasting experiments. For example, Makridakis et al (1982) report that a

simple average of six forecasting methods performed better than the underlying individual

forecasts. In simulation experiments Gupta and Wilton (1987) also find combination superior

to the single best forecast. Makridakis and Winkler (1983) report large gains from simply

averaging forecasts from individual models over the performance of the best model. Hendry

and Clements (2002) explain the better performance of combination methods over the best

individual model by misspecification of the models caused by deterministic shifts in the

underlying data generating process. Naturally, the models cannot be misspecified in the

same way with regard to this source of change, or else diversification gains would be zero.

In one of the most comprehensive studies to date, Stock and Watson (2001) consider

combinations of a range of linear and nonlinear models fitted to a very large set of US

macroeconomic variables. They find strong evidence in support of using forecast combination

methods, particularly the average or median forecast and the forecasts weighted by their

inverse MSE. The overall dominance of the combination forecasts holds at the one, six and

twelve month horizons. Furthermore, the best combination methods combine forecasts across

many different time-series models.

Similarly, in a time-series simulation experiment, Winkler and Makridakis (1983) find

that a weighted average with weights inversely proportional to the sum of squared errors

or a weighted average with weights that depend on the exponentially discounted sum of

squared errors perform better than the best individual forecasting model, equal-weighting

or methods that require estimation of the full covariance matrix for the forecast errors.
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Aiolfi and Timmermann (2004) find evidence of persistence in the out-of-sample perfor-

mance of linear and non-linear forecasting models fitted to a large set of macroeconomic

time-series in the G7 countries. Models that were in the top and bottom quartiles when

ranked by their historical forecasting performance have a higher than average chance of re-

maining in the top and bottom quartiles, respectively, in the out-of-sample period. They

also find systematic evidence of ‘crossings’, where the previous best models become the worst

models in the future or vice versa, particularly among the linear forecasting models. They

find that many forecast combinations produce lower out-of-sample MSE than a strategy of se-

lecting the previous best forecasting model irrespective of the length of the backward-looking

window used to measure past forecasting performance.

7.3 Trimming of the worst models often improves performance

Trimming of forecasts can occur at two levels. First, it can be adopted as a form of outlier

reduction rule (c.f. Chan, Stock and Watson (1999)) at the initial stage that produces

forecasts from the individual models. Second it can be used in the combination stage where

models deemed to be too poor may be discarded. Since the first form of trimming has

more to do with specification of the individual models underlying the forecast combination,

we concentrate on the latter form of trimming which has been used successfully in many

studies. Most obviously, when many forecasts get a weight close to zero, improvements due

to reduced parameter estimation errors can be gained by dropping such models.

Winkler and Makridakis (1983) find that including very poor models in an equal-weighted

combination can substantially worsen forecasting performance. Stock and Watson (2003)

also find that the simplest forecast combination methods such as trimmed equal weights

and slowly moving weights tend to perform well and that such combinations do better than

forecasts from a dynamic factor model.

In their thick modeling approach, Granger and Jeon (2004) recommend trimming five or

ten percent of the worst models, although the extent of the trimming will depend on the

application at hand.

More aggressive trimming has also been proposed. In a forecasting experiment involving
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the prediction of stock returns by means of a large set of forecasting models, Aiolfi and

Favero (2003) investigate the performance of a large set of trimming schemes. Their findings

indicate that the best performance is obtained when the top 20% of the forecasting models is

combined in the forecast so that 80% of the models (ranked by their R2-value) are trimmed.

7.4 Shrinkage often improves performance

By and large shrinkage methods have performed quite well in empirical studies. In an

empirical exercise containing four real-time forecasts of nominal and real GNP, Diebold

and Pauly (1990) report that shrinkage weights systematically improve upon the forecasting

performance over methods that select a single forecast or use least squares estimates of the

combination weights. They direct the shrinkage towards a prior reflecting equal weights and

find that the optimal degree of shrinkage tends to be large. Similarly, Stock and Watson

(2003) find that shrinkage methods perform best when the degree of shrinkage (towards

equal weights) is quite strong.

Aiolfi and Timmermann (2004) explore persistence in the performance of forecasting

models by proposing a set of combination strategies that first pre-select models into either

quartiles or clusters on the basis of the distribution of past forecasting performance across

models. Then they pool forecasts within each cluster and estimate optimal combination

weights that are shrunk towards equal weights. These conditional combination strategies

lead to better average forecasting performance than simpler strategies in common use such

as using the single best model or averaging across all forecasting models or a small subset of

these.

Elliott (2004) undertakes a simulation experiment where he finds that although shrinkage

methods always dominate least squares estimates of the combination weights, the perfor-

mance of the shrinkage method can be quite sensitive to the shrinkage parameter and that

none of the standard methods for determining this parameter work particularly well.

Given the similarity of the mean-variance optimization problem in finance to the forecast

combination problem, it is not surprising that empirical findings in finance mirror those in the

forecast combination literature. For example, it has generally been found in applications to
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asset returns that sample estimates of portfolio weights that solve a standard mean-variance

optimization problem are extremely sensitive to small changes in sample means. In addition

they are highly sensitive to variations in the inverse of the covariance matrix estimate, Σ̂−1.

Jobson and Korkie (1980) show that the sample estimate of the optimal portfolio weights

can be characterized as the ratio of two estimators, each of whose first and second moments

can be derived in closed form. They use Taylor series expansions to derive an approximate

solution for the first two moments of the optimal weights, noting that higher order mo-

ments can be characterized under additional normality assumptions. They also derive the

asymptotic distribution of the portfolio weights for the case where N is fixed and T goes to

infinity. In simulation experiments they demonstrate that the sample estimates of the port-

folio weights are highly volatile and can take extreme values that lead to poor out-of-sample

performance.

It is widely recognized in finance that imposing portfolio weight constraints generally

leads to improved out-of-sample performance of mean-variance efficient portfolios. For ex-

ample, Jagannathan and Ma (2003) find empirically that once such constraints are imposed

on portfolio weights, other refinements of covariance matrix estimation have little additional

effect on the variance of the optimal portfolio. Since they also demonstrate that portfolio

weight constraints can be interpreted as a form of shrinkage, these findings lend support to

using shrinkage methods as well.

Similarly, Ledoit and Wolf (2003) report that the out-of-sample standard deviation of

portfolio returns based on a shrunk covariance matrix is significantly lower than the standard

deviation of portfolio returns based on more conventional estimates of the covariance matrix.

Notice that shrinkage and trimming tend to work in opposite directions - at least if the

shrinkage is towards equal weights. Shrinkage tends to give more similar weights to all

models whereas trimming completely discards a subset of models. If some models produce

extremely poor out-of-sample forecasts, shrinkage can be expected to perform poorly if the

combined forecast is shrunk too aggressively towards an equal-weighted average. For this

reason, shrinkage preceded by a trimming step may work well in many situations.
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7.5 Limited time-variation in the combination weights may be

helpful

Empirical evidence on the value of allowing for time-varying combinations in the combination

weights is somewhat mixed. Time-variations in forecasts can be introduced either in the

individual models underlying the combination or in the combination weights themselves and

both approaches have been considered. The idea of time-varying forecast combinations goes

back to the advent of the combination literature in economics. Bates and Granger (1969)

used combination weights that were adaptively updated as did many subsequent studies

such as Winkler and Makridakis (1983). Newbold and Granger (1974) considered values

of the window length, v, in (47) and (48) between one and twelve periods and values of

the discounting factor, λ, in (50) and (51) between 1 and 2.5. Their results suggested

that there is an interior optimum around v = 6, α = 0.5 for which the adaptive updating

method (49) performs best whereas the rolling window combinations generally do best for

the longest windows, i.e., v = 9 or v = 12, and the best exponential discounting was found

for λ around 2 or 2.5. This is consistent with the finding by Bates and Granger (1969)

that high values of the discounting factor tend to work best. A method that combines a

Holt-Winters and stepwise autoregressive forecast was found to perform particularly well.

Winkler and Makridakis (1983) report similar results and also find that the longer windows,

v, in equations such as (47) and (48) tend to produce the most accurate forecasts, although

in their study the best results among the discounting methods were found for relatively low

values of the discount factor.

In a combination of forecasts from the Survey of Professional Forecasters and forecasts

from simple autoregressive models applied to six macroeconomic variables, Elliott and Tim-

mermann (2003) investigate the out-of-sample forecasting performance produced by different

constant and time-varying forecasting schemes such as (57). Compared to a range of other

time-varying forecast combination methods, a two-state regime switching method produces

a lower MSE-value for four or five out of six cases. They argue that the evidence suggests

that the best forecast combination method allows the combination weights to vary over time

but in a mean-reverting manner. Unsurprisingly, allowing for three states leads to worse
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forecasting performance for four of the six variables under consideration.

Stock and Watson (2004) report that the combined forecasts that perform best in their

study are the time-varying parameter (TVP) forecast with very little time variation, the

simple mean and a trimmed mean. They conclude that “the results for the methods designed

to handle time variation are mixed. The TVP forecasts sometimes work well but sometimes

work quite poorly and in this sense are not robust; the larger the amount of time variation,

the less robust are the forecasts. Similarly, the discounted MSE forecasts with the most

discounting.... are typically no better than, and sometimes worse than, their counterparts

with less or no discounting.”

This leads them to conclude that “This “forecast combination puzzle” - the repeated

finding that simple combination forecasts outperform sophisticated adaptive combination

methods in empirical applications - is, we think, more likely to be understood in the context

of a model in which there is widespread instability in the performance of individual forecast,

but the instability is sufficiently idiosyncratic that the combination of these individually

unstably performing forecasts can itself be stable.”

7.6 Empirical Application

To demonstrate the practical use of forecast combination techniques, we consider an empirical

application to the seven-country data set introduced in Stock and Watson (2004). This data

comprises up to 43 quarterly time series for each of the G7 economies (Canada, France,

Germany, Italy, Japan, UK, and the US) over the period 1959Q1 — 1999Q4. Observations on

some variables are only available for a shorter sample. The 43 series comprise the following

categories: Asset returns, interest rates and spreads; measures of real economic activity;

prices and wages; and various monetary aggregates. The data has been transformed as

described in Stock and Watson (2004) and Aiolfi and Timmermann (2004) to deal with

seasonality, outliers and stochastic trends, yielding between 46 and 71 series per country.

Forecasts are generated from bivariate autoregressive models of the type

yt+h = c+A (L) yt +B (L)xt + �t+h, (82)
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forecasting performance of the combinations relative to the best single model to improve as

the forecast horizon is extended from one-quarter to two or more quarters.

How consistent are these results across countries and variables? To investigate this ques-

tion, Tables 4, 5 and 6 show disaggregate results for the US, Japan and France. Considerable

variations in gains from forecast combinations emerge across countries, variables and hori-

zons. Table 4 shows that gains in the US are very large for the economic activity variables

but somewhat smaller for asset returns, interest rates and monetary aggregates. Compared

to the US results, in Japan the best combinations perform relatively worse for economic

activity variables and prices and wages but relatively better for the monetary aggregates,

asset returns and interest rates. Finally in the case of France, we uncover a number of cases

where, for the forecasts of monetary aggregates, in fact none of the combinations beat the

previous best model.

8 Conclusion

In his classical survey of forecast combinations, Clemen (1989, p. 567) concluded that “Com-

bining forecasts has been shown to be practical, economical and useful. Underlying theory

has been developed, and many empirical tests have demonstrated the value of composite

forecasting. We no longer need to justify this methodology.”

In the early days of the combination literature the set of forecasts was often taken as

given, but recent experiments undertaken by Stock and Watson (2001, 2004) and Marcellino

(2004) let the forecast user control both the number of forecasting models as well as the

types of forecasts that are being combined. This opens a whole new set of issues: is it best

to combine forecasts from linear models with different regressors or is it better to combine

forecasts produced by different families of models, e.g. linear and nonlinear, or maybe

the same model using estimators with varying degrees of robustness? The answer to this

depends of course on the type of misspecification or instability the model combination can

hedge against. Unfortunately this is typically unknown so general answers are hard to come

by.

Since then, combination methods have gained even more ground in the forecasting litera-
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